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Abstract Falls have been reported as the leading cause of injury-related visits to emergency departments and the primary etiology of accidental deaths in
elderly. Thus, the development of robust home surveillance systems is of great
importance. In this article, such a system is presented, which tries to address
the fall detection problem through visual cues. The proposed methodology
utilizes a fast, real-time background subtraction algorithm, based on motion
information in the scene and pixels intensity, capable to operate properly in dynamically changing visual conditions, in order to detect the foreground object.
At the same time, it exploits 3D space’s measures, through automatic camera
calibration, to increase the robustness of fall detection algorithm which is based
on semi-supervised learning approach. The above system uses a single monocular camera and is characterized by minimal computational cost and memory
requirements that make it suitable for real-time large scale implementations.
Keywords image motion analysis · semi-supervised learning · camera self
calibration · fall detection.

1 Introduction
According to demographic and epidemiological data, the number of people
over 65 years old is increasing six times faster than the rest population on
earth. Indicatively, about one in eight Americans were elderly in 2000, but
about one in five would be elderly by the year 2050 [32], [43]. People’s ability
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to live independently with dignity, without having the need to be attached to
any person in order to live a normal life and fulfill daily living activities, affects
greatly their quality of life. However, emergency department visits, related to
falls, are more common in children less than five years old and adults over 65
years old. Compared to children, elderly who fall are ten times more likely to
be hospitalized and eight times more likely to die [30], [43]. Thus, falls can be
considered as one of the most important problems that hinder these people
ability to live an independent life.
In order to understand the elderly fall problem, and try to prevent fall
incidents, someone needs to examine where they occur. Recent studies show
that 67% of fall incidents take place inside or in close proximity to patients’
home and residential institutions [42], where a medical alert system can be of
immediate assistance. Taking into consideration the importance of humans’ fall
problem and the aforementioned statistics, the development of robust home
surveillance systems is necessary. For this reason, a major research effort has
been conducted in the recent years for automatically detecting persons’ falls.
One common way for automatic fall detection is through the use of specialized devices, such as accelerometers, floor vibration sensors, barometric
pressure sensors, gyroscopic sensors, or combination/fusion of them [36], [25],
[5], [37] and [19] or help buttons [1]. However, most of these techniques require
specific wearable devices that should be attached to human body. Thus, their
efficiency relies on the persons’ ability and willingness to wear them. External
sensors, such us floor vibration detectors, require a complex setup and are still
in their infancy. In the case of a help button, it is useless, if the person is
unconscious after the fall.
A more challenging alternative is the use of visual cameras, like the system
presented in this paper, which is however a prime research issue due to the complexity of visual content, i.e. illumination variations, background changes and
occlusions, and the fact that a fall incident should be discriminated over other
ordinary humans’ activities. The emergence of computer vision systems has
allowed researchers to overcome the aforementioned problems. Vision based
systems are less intrusive, can be installed on buildings and are not worn by
users.
Furthermore, cameras can provide a vast amount of information about person and environment making vision based systems suitable for different kind
of applications, as they are able to detect several events simultaneously. For
example, a vision based system can be used to detect fall incidents, while at
the same time, is checking other daily life activities, like medication intake.
Although, vision based systems can provide information about human activities, they can preserve persons’ privacy by exploiting a event-based design
that triggers alarms and/or enables video recording only after the occurrence
of specific predefined events. A detailed survey of fall detection methodologies
is presented in [24].
Camera based approaches have also various limitations. Firstly, it is apparent that camera based falls detection is a more challenging process than
using other types of sensors, due to occlusion issues, camera resolution, back-
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ground clutter, visual complexity of the environment, etc. Secondly, camera
positioning causes a lot of parallax problems that can affect falls’ detection
performance. Last but not least, privacy issues should be carefully examined.
2 Computer Vision Related Works
Vision based fall detection systems can be divided into three categories according to the number of cameras they use and the nature of camera sensor (visual
spectrum sensor and depth sensor). This way, there are monocular camera,
multi-camera and depth camera fall detection systems.
2.1 Monocular Camera Systems
Some works that exploit 2D image data in order to detect fall incidents or to
recognize humans’ activities, including falls, are [11], [15], [10], [14], [13], [22]
and [8]. These approaches use image segmentation algorithms to extract the
foreground object, in order to exploit its shape and produce features suitable
for fall incidents discrimination. For example, in [28] a method that uses a
shape matching technique to track the person’s silhouette along the video
sequence, is presented. The shape deformation is then quantified from these
silhouettes based on shape analysis methods and falls are detected from normal
activities using a Gaussian mixture model.
The most commonly used features are foreground object’s projected heightwidth ratio, as well as, its centroid and/or its head 2D vertical motion velocity, which besides fall discrimination can be describe how severe a fall can be.
Methods based on projected height-width ratio estimation are efficient, when
the camera is placed sideways and at the height of foreground object’s center
of mass. However, such camera mountings result in fall detection systems sensitive to objects occlusions. For more realistic situations, the camera has to
be placed higher in the room to avoid occluding objects and to have a larger
field of view. Moreover, 2D velocity has greater value when a person is near
the camera and smaller value when he/she steps away from it. Consequently,
threshold values to discriminate falls than other ordinary activities can be
difficult to define.
The aforementioned approaches are inherently depended on the efficiency
of image segmentation algorithms and assume that all moving objects, correspond to foreground objects, are humans. The authors of [26] overcome
this problem by presenting a more sophisticated approach based on human
anatomy, according to which each part of the human body occupies an almost fixed percentage in length relative to body height, in order to train a
classifier capable to discriminate six indoor human activities, including fall
incidents. Although, these works present good results, none of these exploits
3D information to increase system’s robustness.
Although, our system uses a single monocular camera, it overcomes all
the aforementioned problems by extracting (and using) the actual height and
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width of foreground object, which are view invariant features and provide
additional information, sufficient for discriminating, if the moving object is a
human or something else (e.g. a cat or a dog). In addition, vertical motion
velocity is represented by the time derivative of actual height of foreground
object, and thus is not affected by the distance between a person and the
camera.

2.2 Multi-Camera Systems
Multi-camera systems have been, also, proposed for detecting fall incidents.
In the work of [34], motion is modelled by a HMM. The features, used for
motion analysis, are extracted from a metric image rectification. Posture classification is performed by a fusion unit, merging the decision provided by the
independently processing cameras in a fuzzy logic context. Anderson et al.
[2] represent a person by a three-dimensional voxel, called voxel person. They
recognize humans’ activities from linguistic summarizations of temporal fuzzy
inference curves representing the voxel person’s states and detect fall incidents
by using a hierarchy of fuzzy logic.
Auvinet et al. [3] use multiple cameras to reconstruct the 3D shape of people and fall incidents are detected by analyzing the shape’s volume distribution
along the vertical axis. A fall alarm is triggered when the major part of this
distribution is abnormally near to the floor during a predefined period of time.
Hazelhoff et al. [18], proposed a multiple camera system, which detect falls by
using the direction of the principal component and the variance ratio of the
human silhouette. To further reduce false alarms, it exploits vertical motion
velocity of foreground object’s head.
Nevertheless, an important point about multi-camera systems is that they
require calibrated cameras and synchronized video sequences in order to extract reliable, three dimensional, information. The presented system extracts
three dimensional features by using a single monocular calibrated camera and
thus overcomes the problem of video stream synchronization. Moreover, it uses
a self calibration technique to further reduce installation cost. Furthermore,
our system computes three dimensional features without the need of fusing
different camera streams, which increases computational cost.

2.3 Depth Camera Systems
The use of depth cameras, based on Time-of-Flight technology, is another
convenient way to extract 3D measures to detect fall incidents by using a
single device. In the works of [9], [17] and [29] depth cameras are used to extract
3D shape of foreground object and recognize fall incidents based on human
centroid height relative to the ground plane and body velocity. Mastorakis and
Makris in [23] use a 3D box that bounds the foreground object to measure
its vertical velocity. Fall incidents detection is based on the value of vertical

Title Suppressed Due to Excessive Length

5

velocity and inactivity duration. Dubey et al. in [12] use a depth camera to
create 3D Motion History Images that contain three channels. For each channel
the seven hu-moments are calculated and the 21 extracted features are used
as input to a SVM in order to classify falls from other actions.
Despite that these approaches take into consideration 3D information to
better discriminate fall incidents than other activities, depth cameras use short
range sensors, which may cause various problems. They don’t take into account
the orientation of the moving blob, and measures that are provided could be
affected by reflectivity objects properties and aliasing effects when the cameratarget distance overcomes the non-ambiguity range.

2.4 Proposed System
In this paper, a new approach is presented that exploits both 2D image analysis
(monocular cameras) and the relationship between camera coordinates system
and the real 3D space. Such approach allows fall detection in real-time and in
dynamically changing visual conditions, achieving robustness, through camera
calibration and inverse perspective mapping, exploiting 3D physical space’s
measures.
In contrast to other 2D fall detection methods, the proposed system is very
robust for a wider range of camera positions and mountings and its performance is not affected by the distance between camera and foreground object.
Moreover, it extracts 3D features without using computationally expensive
stereo-vision mathematics, which are necessary and compulsory for all multiple camera systems.
Our system is characterized by low computational cost and memory requirements making it suitable for large scale implementations, let alone its
low financial cost since simple low resolution cameras are used, making it
affordable for a large scale.
In complex environmental conditions, such as the ones encountered in bathrooms, the performance of our system should be further investigated. This is
due to the fact that in such environments, severe occlusions are expected (bath
curtains, steams) let alone humidity factors that may affect the performance
of any visual sensor. We expect that using normal activities, same as within
other house rooms (crossing, walking), our system can yield almost the same
performance. But for specific bathing conditions special care should be taken
into account. One important issue is also the privacy. People are very reluctant
to install monitoring devices (especially cameras) in such private spaces.
Please note that other type of sensors (e.g. depth sensors) can potentially
improve system performance. However, currently these sensors are applicable
for close range cases (few meters), making them not so reliable for monitoring
elderly people in their homes, especially for large rooms. In addition, their
cost, though very affordable, is few times greater than our low-cost optical
devices, implying that our system is much more suitable for wide scale implementations, like health-care premises and elderly nursing homes.
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The rest of the paper is organized as follows: in Section 3 the system
overview is presented. Section 4 presents foreground extraction algorithm and
in section 5 the feature extraction process. Section 6 describes the semisupervised fall detection approach and section 7 presents the experimental
results. Section 8 concludes this work.

3 Approach Overview
To successfully design a fall detection system, on the one hand we have to
investigate what are the falls characteristics and what features can discriminate
a fall than other human activities, and on the other, we have to define fall
detection process steps and identify and overcome the difficulties associated
with them.

3.1 Falls Characteristics
As it is mentioned in [24], fall incidents can be characterized by sudden and
high speed vertical motion, rapid human posture changes and, usually, they
are followed by lack of significant movement.

3.1.1 Vertical Motion Velocity
It is one of the most commonly used motion features to detect fall incidents
and besides falls discrimination it provides useful information about the fall
intensity and thus possible injuries. Vertical motion velocity can be defined as
the time derivative of human height, as shown in Eq.(1).
V = ∇ha (t)

(1)

where ha (t) stands for the actual height of a human in 3D space at time
instance t.

3.1.2 Human Posture Changes
In contrast to ordinary human activities, during which human posture changes
slowly, during a fall human posture changes suddenly. On the one hand, human
posture can be characterized by person’s width-height ratio, and this is valid
as this ratio is bigger in value when a fall event occurs than the same ratio
with the person in standing position, and on the other by the orientation of
person’s body [13].
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3.1.3 Lack of Significant Movement
This feature used to describe how severe a fall can be. It based on the assumption that after a serious fall incident, the person will stay immobile, at least
for some time. This feature is not adequate to discriminate a fall. Although it
can be used along with the aforementioned features to decrease false positive
alarms, it may increase false negative rate.

3.2 System Architecture
The proposed fall detection mechanism includes tree phases: a) foreground/
background extraction and human detection, b) appropriate feature extraction and c) the decision mechanism utilization. System overall architecture is
presented in Fig.1.
The first step of our algorithm is to detect the persons in a scene for
every captured frame. This can be done by applying image segmentation and
background subtraction methods. Once the persons have been detected, the
system tracks them and estimates their height in order to calculate vertical
motion velocity and to analyze their posture.
Once humans have been detected, the system tracks them and estimates
their height, in order to calculate vertical motion velocity, and to analyze
their posture. In this paper we chose to combine the first two features of Sec.
3.1, in order to detect fall incidents. The use of third feature would result in
decreasing false positive rates and increasing the false negative ones, due to
the fact that lack of significant movement is not necessarily occurred after a
fall incident. However, the primary concern of a fall detection system is to
achieve low false negative rates, i.e. its goal is to detect all fall incidents even
if some of them are not true (false alarms). Thus, we prefer to exclude the
third feature from our analysis.
Finally, a decision mechanism uses the aforementioned features, in order to
denote falls and trigger the alarm. The mechanism is initialized offline, using
a semi supervised approach.

3.3 Visual Constraints and Challenges
In this work, we focus on two different things. Firstly, we want to develop a
robust and low-cost system, which will use simple low-end web or IP cameras.
Secondly, this system has to be capable to operate in real-time. Given the
equipment constraints and the nature of the problem and by knowing that
our system’s performance is inherently depended on the efficiency of image
segmentation, as it is the first step during fall detection process, we deal with
the following challenges:
1. Segmentation algorithms have to be capable to handle cluttered and textured background.
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Fig. 1 Fall detection system architecture.

2. The system has to operate properly in dynamically changing visual conditions, such as variable illumination.
3. Falls can happen in any direction according to the camera position and
have to be detected, even if humans are partially occluded.
4. Decision mechanism must be robust to discriminate falls from other ordinary human activities that may look like falls, but they are not, such as
sitting and bending.
5. Falls are sudden events, so the overall fall detection process has to be characterized by low computational cost and memory requirements, in order to
operate in real-time.
In the following sections we will describe step by step the fall detection process
and we will show how we handle these challenges.

4 Image Segmentation
In this paper the term image segmentation algorithms refer to to background
subtraction and foreground extraction techniques. The requirements of image
segmentation techniques, for the fall detection system, are defined knowing
that 67% of humans’ fall incidents take place inside or in close proximity
to patient’s home. These requirements can be divided into two categories in
regard to the operation mode as: indoor environment operation requirements
and outdoor environment operation requirements.
There are some differences between indoor and outdoor environment operation. Illumination conditions can dramatically and suddenly change in indoor
environments, due to artificial light sources, while in outdoor environments
illumination, usually, changes progressively and slow. Furthermore, outdoor
environments present more complicated background with higher background
motion and more moving objects compared to indoor environments.
Our approach exploits the best possible components to adapt to the needs
of operational requirements. In other words, different segmentation techniques
are used for indoor and outdoor environments. The term indoor environment
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corresponds to patients’ homes, clinics, elderly nursing homes, while outdoor
environment refers to areas in close proximity to patients’ home (e.g. backyard,
garden). Thus, three segmentation techniques were evaluated. Each of them
uses a different approach to segmentation problem.
We test the following algorithms: a) Iterative Scene Learning algorithm
(ISL) presented in [11], b) Adaptive Student’s-t Mixture Model background
subtraction (ASMM), presented in [22] and c) non-Parametric Background
Generation (nPBG), presented in [20]. This choice is justified by the fact that
ISL algorithm extracts the foreground by using motion information in the
scene, ASMM subtracts the background by using a parametric approach to
learn background pixels intensities and nPBG learns the same intensities in a
non-parametric way.

4.1 Iterative Scene Learning algorithm
ISL is a light-weight, foreground extraction, algorithm capable to operate in
real-time and in complex, dynamic in terms of visual content, and unexpected
environments. It uses the ”pyramidal” Lucas-Kanade algorithm [21] to estimate and exploit the intensity of motion vectors along with their directions
in order to identify foreground objects’ movements and estimate high motion
information areas by using a binary mask which was obtained by thresholding
the absolute difference between two subsequent frames.
ISL has the ability to catch large motions by using an image pyramid
overcoming this way the problems that arise by the assumptions of brightness constancy, temporal persistence and spatial coherence. To surpass the
difficulties caused by the sensitivity of motion vectors to luminosity changes
and camera parameters, the methodology of [31] was applied to detect salient
points on video frames that are considered as ”good features” for estimating
motion vectors. The feature points are extracted by constraining the high motion information areas on the aforementioned binary mask in previous frames.
Then, the initially detected feature points are spatially sampled by retaining
the local maximum feature points within a neighbouring region.
The aforementioned procedure indicates the high motion information areas of a scene. Then, motion information is used as a computationally efficient
background/foreground updating mechanism that updates the background at
every frame instance. In particular, regions which are spatially far away from
the motion activity segments are denoted as background areas. Based on estimated background area, subtraction techniques provide estimates of the foreground objects.
More specifically, when background updating takes place, the regions that
are far away from the estimated high motion information areas are denoted
as background while the ones that are close to high motion information areas
are considered as ambiguous regions. If motion vectors intensity in ambiguous
regions are greater than a threshold the background values are updating since
it is assumed that a foreground object has appeared and covered its parts.
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Otherwise there is no important variation in the scene which imposes that
there is no need for background updating.
4.2 Adaptive Student’s-t Mixture Model
Adaptive Student’s-t Mixture Model (ASMM) was inspired by Gaussian Mixture Model [38] (GMM). We choose to use ASMM instead of GMM since:(i)
Student’s t-distribution presents more concentrated form and, as explained in
[6], it has been proposed as an alternative to GMM to resolve outliers and vulnerability problems, thus making it more robust to artifacts such as shadows,
and (ii) only two factors, pixel value representation and distribution degrees
of freedom (DoF), are needed in the modeling process.
ASMM considers that each image pixel can have two states, background or
foreground. In the beginning, this algorithm subtracts the current frame for
processing by the previous one, in order to find candidate foreground pixels
(pixels with different intensity between two subsequent frames) and the background modeling technique is applied only on these points. By this approach
for every captured frame there is no need for processing all image pixels but
only a subset of them, reducing this way computational cost. It has to be mentioned that this algorithm reduces further the computational cost by working
with gray-scale images and using univariate Student’s-t probability density
function, instead of multivariate.
In details, at any time what is known about a particular pixel, (x0 , y0 ),
is its series of values, {X1 , ..., Xk } = {I(x0 , y0 , i) : 1 ≤ i ≤ k}, where I is
the image sequence. This time series of pixel values can be modeled by K
Student’s-t distribution mixtures. K is determined by the available memory
and computational power and can be defined between 3 and 5. Each new pixel
value, Xn , is modeled by these mixtures with a probability:
P (Xn ) = arg max pθ (xθ )

(2)

Γ ( vθ2+1 )
x2θ − vθ +1
) 2
pθ (xθ ) = √
vθ (1 +
vθ π Γ ( 2 )
vθ

(3)

θ

where pθ (xθ ) is

θ = [1, 2, ..., K], vθ stands for the degrees of freedom of θth mixture and xθ is
the absolute difference between Xθ (modeled value of θth mixture) and Xn . If
P (Xn ) is bigger than a threshold for ith mixture then Xn is modeled by ith
mixture and this pixel is denoted as background. The degrees of freedom for
every mixture are updated by the following relation:

vθ − 1 if θ = i and vθ > 1
vθ =
(4)
vθ + 1 if θ 6= i and vθ < β
and modeled pixel value Xθ is updated as

(1 − λ)Xθ + λXn if θ = i
Xθ =
Xθ
if θ 6= i

(5)
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In Eq.(4) β is the maximum allowed number of degrees of freedom for a mixture. In Eq.(5) λ = pθ (xθ )/pθ (0).
Eq.(4) is used to update the importance of mixtures in modeling process,
while Eq.(5) updates the modeled pixel value of mixtures. The importance
of mixtures can be described by their degrees of freedom because, a mixture
whose degrees of freedom are decreased is able to model a wider range of pixel
values, and its importance increased.
If none of the mixtures is capable to model a new pixel value Xn , then the
degrees of freedom of each mixture are increased by one and the importance of
the less probable mixture is checked. If this mixture has more degrees of freedom than a threshold β, then this mixture is replaced by a new mixture whose
DoF is the average of maximum and minimum DoF of K distributions that
model the specific pixel, and modeled pixel value Xn , and the corresponding
pixel is denoted as foreground.

4.3 Non-Parametric Background Generation
Non-Parametric Background Generation algorithm, in the beginning, converts
image color space to YUV and uses Y channel to model, pixel-wise, scene intensities. For initialization it uses a history of intensity values for each pixel.
Then, it creates the histogram for each pixel’s history, uses Mean-Shift algorithm to find histogram’s modes and it selects a predefined number of dominant
modes (maxima with most appearing intensity values), as the most reliable
background modes. Each new pixel value is checked against the pixel’s most
reliable background modes and if their difference is smaller than a predefined
threshold the pixel is denoted as background. Otherwise, the pixel is denoted
as foreground, pixel’s history is updated to include the new value and most
reliable modes are re-calculated.
In this paper, we followed this approach, but instead of using computational
expensive Mean-Shift algorithm, we divide each histogram to a predefined
number of classes. Each class covers an intensity range and contains the sum
of appeared pixel intensities between its range. This process is shown in Fig.(2).
In this approach the most reliable background modes are represented by the
largest size classes.

5 Features Extraction for Fall Detection
In this section, we provide a description for both 2D features and 3D features,
utilized by the proposed methodology. 2D features include person’s projected
width-height ratio and person’s body orientation, while 3D features include
vertical motion velocity based on person’s actual height estimation.
All features are extracted using a simple monocular camera. Generally,
there are no limitations regarding the maximum distance of the camera from
the falling scene, neither for the resolution, as long as the human spans an area
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(a)

(b)

Fig. 2 (a) Histogram for each intensity value and (b) histogram divided into intensity
classes. In this case, if we want most reliable background modes to contain a least 75% of
appeared intensity values we will choose the class with range 145 to 155 (50%) and class
with range 35 to 45 (30%).

of more than 40 pixels in each frame, in order to achieve robust segmentation
of foreground objects.

5.1 2D Features
This subsection describes our approach for estimating person’s projected widthheight ratio and its body orientation.
5.1.1 Projected Width-Height Ratio
Width-height ratio is determined by person’s projected width and height. So,
the first step for the computation of this ratio is the estimation of these two
measures. Both of these measures can be estimated by the four corners of a
minimum bounding box that includes the person. By using the four corners of
the minimum bounding box the points qbm , qtm , qlm and qrm , that correspond
to foreground object’s bottom-most, top-most, left-most and right-most points,
can be obtained. By using these four pints, width-height ratio can be expressed
by Eq.(6).
qrm − qlm
wp
=
(6)
R=
hp
qtm − qbm
where wp and hp stand for the projected width and height of the foreground
object.
5.1.2 Body Orientation
Orientation of a person’s body can be successfully described by the orientation
of an ellipse that best bounds the person. The approximation of such an ellipse
requires to define its center (x̄, ȳ), its orientation, which is the angle φ of its
major semi-axis and the lengths a and b of its major and minor semi-axes.

Title Suppressed Due to Excessive Length

13

(a)

(b)

(c)

(d)

Fig. 3 (a) original frame, (b) minimum bounding box creation to extract width-height
ratio, (c) approximated ellipse for standing position and (d) approximated ellipse after a fall
incident.

As described in [13], a bounding ellipse can be approximated by image
moments. Having estimate the bounding box that contains a foreground object, as shown in [39] the computational cost for computing image moments
is linear to the number of foreground object pixels. Thus, the complexity is
independent on the size of the image, depending only on the size of the foreground objects. For an image with scalar pixel intensities I(x, y), spatial image
moments are given by Eq.(7).
XX
Mij =
xi y j I(x, y) f or i, j = 0, 1, 2, ...
(7)
x

y

The center of mass of a person’s body coincides with the center of the ellipse,
and thus it can be obtained by Eq.(8).
(x̄, ȳ) = (M10 /M00 , M01 /M00 )

(8)

After the estimation of ellipse’s center, central moments of second order can
be used to estimate ellipse’s orientation φ. Computation of central moments
is given by Eq.(9).
XX
µij =
(x − x̄)i (y − ȳ)j I(x, y) f or i, j = 0, 1, 2, ...
(9)
x

y

14

Konstantinos Makantasis et al.

and orientation φ is given by Eq.(10).
φ=

1
arctan
2



2µ11
µ20 − µ02


(10)

Finally, the lengths a and b of ellipse’s major and minor semi-axes can be
obtained by Eq.(11) by using the greatest and least, moments of inertia [33].
1
  14 
1
  14 
Imax 3 8
Imin 3 8
4
4
, b=
a=
π
Imin
π
Imax

(11)

where Imax and Imin correspond to greatest and least moments of inertia given
by Eq.(12).
p
µ20 + µ02 + (µ20 − µ02 )2 + 4µ211
Imax =
(12)
p 2
µ20 + µ02 − (µ20 − µ02 )2 + 4µ211
Imin =
2
In Fig.(3), 2D features extraction is presented. Fig.(3a) and Fig.(3b) show
the original captured frame along with the extracted foreground and minimum
bounding box creation. This minimum bounding box, as mentioned before, is
used to estimate person’s width-height ratio. Fig.(3c) and Fig.(3d) show the
estimated bounding ellipse for two different human positions, standing position
and after a fall incident respectively.

5.2 3D Features
3D features include the vertical motion velocity estimation based on the actual
person’s height. We choose to estimate vertical motion velocity by using the
actual person’s height, due to the fact that actual height is a view independent measure and thus vertical motion velocity is not affected neither by the
viewpoint nor by the distance between the camera and the person.
By using a pinhole camera an object with actual height ha is represented on
camera’s plane with projected height hp , as shown in Fig.(4a). By examining
this representation, it appears that the actual height of the object is given by
Eq.(13) if camera’s focal length, f , distance, Z, between the camera and the
object and object’s projected height, hp , are known.
ha = Z

hp
f

(13)

As explained in Subsection 5.1, object’s projected height is already known.
So, the problem of estimating object’s actual height includes, firstly, the transformation of our camera to a pinhole-like camera, with known focal length and
distortion-free capturing, and, secondly, the estimation of the distance between
the camera and the object. The first problem is addressed by using camera
calibration techniques, while we overcome the second one by the construction
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(a)

(b)

(c)

Fig. 4 (a) pinhole camera-depiction of an object with actual height ha to camera’s plane
with projected height hp , (b) camera’s plane, (c) reference plane-the distance between the
camera and the person is linear to the number of pixels.

of a reference plane that is the orthographic view of the floor, as shown in
Fig.(4c). On the reference plane the relation between camera’s natural units
(pixels) and the units of the physical world (cm) is linear and thus the distance
between the camera and the person can be straightforward calculated. At this
point it has to be mentioned that we use a self calibration technique to reduce
installation cost.

5.2.1 Camera Self-Calibration
Camera calibration is a necessary process, in order to obtain camera’s focal
length, which is required for actual foreground object’s height approximation.
The self calibration technique used in this paper requires three finite vanishing
points that correspond to three mutually orthogonal planes of the scene, in
order to compute camera’s geometry (principal point and focal length). Our
system uses a single stationary monocular camera, and thus only a single view
of the scene is available. In order to detect three finite vanishing points that
correspond to three mutually orthogonal planes of the scene the camera has to
be placed in a way that its plane is not parallel to any of the aforementioned
planes.
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During self-calibration, for vanishing points detection, the unbounded image plane is chosen as accumulator space since it preserves the original distances among points and lines [16]. The intersections of all pairs of line segments are selected as accumulator cells. These accumulator cells represent
potential vanishing points. Since a vanishing point in a 3D scene is a point at
infinity, the corresponding vanishing point in 2D image cannot lie on a line
segment. So, from the initial set of candidate vanishing points all of them that
do not satisfy the aforementioned constraint are removed. For each one of the
candidate vanishing points the contribution of every line segment is computed
by means of a voting scheme.
Next, all candidate vanishing points along with their corresponding scores
are checked against certain geometrical criteria [27], including orthogonality
criterion and camera criterion. Every triplet of finite vanishing points forms
a triangle. The intersection point of its heights defines the principal point
and its size defines the focal length. According to the orthogonality criterion
each angle of this triangle has to be smaller than 90◦ . The camera criterion is
fulfilled if the principal point and the focal length are inside a certain range.
So, only triplets of finite vanishing points that form acute triangles and present
“reasonable” values for principal point and focal length are considered. These
triplets are sorted according to their total score; that with the highest score is
chosen as the final triplet of dominant vanishing points.
To estimate principal point (xo , yo ) and camera’s focal length f, each pair
of orthogonal vanishing points, v1 and v2 , expressed in homogeneous coordinates, supplies a linear constraint on the entities of conic c of the form:
v1 T cv2 = 0
by ignoring image aspect ratio and skewness, c may be written as:


1
0
−xo

1
−yo
c= 0
2
2
2
−xo −yo xo + yo + f

(14)

(15)

After focal length estimation, captured frame should be rectified by removing radial lens distortions. Radial lens distortion at any image point (xd , yd )
can be modeled by the first two coefficients of a Taylor series around r = 0,
where r is the distance between point (xd , yd ) and principal point (xo , yo ).
Radial lens distortion is given by
xu = xd + xd (k1 r2 + k2 r4 )
yu = yd + yd (k1 r2 + k2 r4 )

(16)

(xu , yu ) is the undistorted point corresponding to distorted point (xd , yd ). To
detect lines we used a straight line detector with increased tolerance region,
so as segments of curved lines are detected as straight lines [35]. Then, the
detected lines are constrained to converge to their corresponding vanishing
point (xv , yv ) according to the following equation:
(x − xv )cosω + (y − yv )sinω = 0

(17)
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where (x, y) are the image coordinates of an individual point on a line and ω
is the angle between the line and the vertical image axis. By introducing the
coefficients, k1 and k2 , of radial distortion Eq.(17) results in [16]:
[x − (x − xo )(k1 r2 + k2 r4 ) − xv ]cosω +
+ [y − (y − yo )(k1 r2 + k2 r4 ) − yv ]sinω = 0

(18)

where (xo , yo ) are the coordinates of the principal point. Coefficients k1 and
k2 are computed so as the root mean square distance of points (x, y) from the
fitted line is minimized.
5.2.2 Reference Plane Construction
A reference plane that represents the orthographic view of the floor, can be
constructed by applying perspective transformations on the original captured
frame. As described in [7], for a projective space ℘n a projective homography
is defined as a nonsingular matrix H(n+1)x(n+1) with elements belonging to
an affine space <n , and defined up to a certain scalar value, called a scaling
coefficient. A point x is projectively transformed to x̂ as follows:
x̂ = Hx,

x, x̂ ∈ ℘n

(19)

where H is the coordinate transformation matrix (homography matrix).
In perspective transformations that are a specific case of projective homographies, called planar homographies, Eq.(19) can be expressed as follows:
  
 
x̂1
h11 h12 h13
x1
x̂2  = h21 h22 h23  x2 
(20)
x̂3
h31 h32 h33
x3
where x denotes pixel homogeneous coordinates in captured frame and x̂ is
the new position of a pixel in the wrapped output image. By using perspective
transformations any parallelogram can be transformed to any trapezoid, and
vice versa. In our case, we want to transform the camera’s plane to a reference
plane that represents the orthographic view from above of the camera’s plane.
Then according to [4], x̂ and x can be expressed by the following relations
x̂ = [x̂ ŷ 1] and x = [x y 1]

(21)

where x, y, x̂, ŷ represent Cartesian coordinates on image plane and reference
plane respectively and homography matrix H = [hij ] can be normalized to
have h33 = 1.
The algorithm of [4] finds the inverse perspective transformation that maps
a set of three dimensional points (markers) of the real world object to the
corresponding set of two dimensional points of a virtual grid, representing
objects orthographic view from above. This algorithm uses a single image
with a known pattern to extract a set of markers. To solve Eq.(20) at least
four non collinear markers is required to be extracted, but usually a larger set
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of markers is available and the solution can be found in a least square method.
Finally, the quality of the transformation is measured by computing the back
projection error, E, associated with the homography matrix H. This error is
given by Eq.(22).
E=

Pn

i=1

+

h11 xi + h12 yi + h13 2
) +
h31 xi + h32 yi + h33
h21 xi + h22 yi + h23 2
(ŷi −
)
h31 xi + h32 yi + h33

(x̂i −

(22)

where n stands for the number of selected markers.
In our case, this algorithm has to be applied only once for a specific angle
between camera’s plane and floor plane. For a variety of angles, in order to
reduce installation cost, this algorithm can be applied many times offline and
its pre-calculated output can be used directly by the fall detection system.
5.2.3 Actual Height Approximation
As mentioned before, person’s actual height can be approximated by Eq.(13)
as shown in Fig.(4a). In order to use Eq.(13), we have to approximate the
distance Z between the camera and the foreground object. This distance can
be approximated by using the bottom-most point, qbm , of foreground object
(see Subsection 5.1). On the constructed reference plane the relation between
camera’s natural units (pixels) and the units of the physical world (cm) is linear
and thus Z is straightforward calculated, Fig.(4c), while the other parameters
of Eq.(13), focal length, f , and projected height, hp are already known.
However, the actual height, ha , estimation can be affected by the motion of
foreground object, as well as, by the appearance of errors during perspective
transformations, as it depends on distance estimation on reference plane. Let
us denote as h(i) the approximated actual height of foreground object at the
current frame of analysis i. In our approach, to reduce accumulation of approximation errors at the following frames for processing we use a heuristic iterative
methodology, which updates the foreground height taking into account previous height information and the current one, h(i). This methodology yields to
a robust approximate solution, which is computed by Eq.(23). This iterative
procedure requires an initial value of h(i) which in our case is set to average
height of adult males, e.g. 175cm. This initial value is not restrictive and can
be set to any value according to the average height of potential foreground
objects.
h(i) = κh(i − 1) + (1 − κ)h(i)

(23)

where κ is a parameter that regulates the importance of h(i) to the iterative
procedure.
After, person’s actual height approximation, vertical motion velocity can
be estimated by Eq.(1), which, for a time window of length m frames, can be
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approximated by:
V =

k
X

ha (i) − ha (i − 1)

(24)

i=k−m

ha (i) stands for the actual height of a human in 3D space at the ith image
frame. Vertical motion velocity is calculated for a sequence m of frames and
is an estimation of the speed of the motion and also an evidence of how severe
a fall can be. Using person’s actual height, measured in physical world units
(e.g., cm, inches), (a) yields a more robust performance not affected by cases
where the person is far away or very close to the camera, (b) provides extra
information about the moving object, making the system capable to discriminate if the moving object might be a human or something else, like a pet and
(c) improves system’s performance for a wider range of camera positions and
mountings, since this measure is view-invariant.

6 Semi-Supervised Learning Fall Detection Algorithm
The fall detection scheme consists of a non Linear Warning System (nLWS),
based on a semi-supervised learning (SSL) approach. The nLWS utilizes neural
networks that are topologically optimized through the use of an Island Genetic
Algorithm (GA). Once the GA is completed using a small training sample,
a self training procedure is utilized, based on the cluster assumption. The
methodology is similar to the work of [40].

6.1 The Island Genetic Algorithm
The island GA uses a population of alternative individuals in each of the
islands. Every individual is a Feed-Forward Neural Network (FFNN). While
eras pass, networks’ parameters are combined in various ways in order to
achieve a ”suitable” topology, in terms of hidden layers, neurons per layer and
activation functions, in accordance with an objective function expressed by:
fi = λpi + (1 − λ)a

(25)

where fi denotes the network’s fitness score, pi is the percentage of the correct
in-sample classification and a is the average percentage difference between the
two greatest values among all the individuals’ output. As activation functions,
we used five alternatives: tansig, logsig, satlin, hardlim and hardlims.
The initial population is equally divided in every island. A pair of FFNNs
(parents), that belong to the same island, is combined in order to create two
new FFNNs (children), which inherit randomly their topology characteristics
from their parents. Each on of these characteristics may change according to
a mutation operator, which is applied randomly according to a predefined
probability threshold.
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Table 1 Island Genetic Algorithm parameters’ range
Parameter
Training Epochs
Number of Layers
Number of Neurons (per layer)
Number of Islands
Number of Eras

Min. Value
100
1
4
3
10

Max. Value
400
3
10
3
10

The quartet, parents and children, are then evaluated against their output
(objective function) and the two best of them remain, while the other two are
deleted, updating this way island’s population. An era has passed when all
the population members participate in the above procedure. The algorithm
terminates when a predefined number of eras have passed.
Our choice for Island genetic algorithm [41] is justified by the fact that
it is capable to bate the genetic drift by exchanging population among the
islands. In GAs the best solution can drag the entire population towards a
local minima. Offsprings are more likely to inherit values from the dominant
individual. Although mutation operation partially deals with such problem,
diversification of the population among islands can further sustain a wide
range of good solutions. Initially, the parameters’ range is described in Table
1, while algorithm’s main steps are presented in Fig(5).

6.2 The Self Training Approach
The Self Training Approach can also be seen as a k nearest neighbours (kNN)
refinement process. The process is based on the cluster approach. The data
tend to form discrete clusters, and points in the same cluster are more likely to
share a label. Before we further explain this approach, let us introduce some
annotations over the data set.
Initially, let us capture a sequence of n frames. That set will be the training
set X = {XL , XU }, where XL = {(x1 , y1 ) · · · , (xl , yl )} is the labeled frames
set and XU = {xl+1 , · · · , xn } is the unlabeled frames set. Thus, each frame
i is described by a feature vector xi and its corresponding class (in a vector
form), yi = [y1i , y2i ]T , if available. In our case, yi = [1 0]T for non-fall case,
or yi = [0 1]T for the fall case. The classifier is firstly created using the island
GA of Sec. 6.1 over XL , and then further trained using XU set.
Given an unlabeled instance xj , j ∈ {l + 1, · · · , n} FFNN generates an
(net)
output ŷj
. At that time, xj is also compared to the elements of XL using
(c)

(c)

(c)

(c)

a kNN approach, producing a new subset XC = {(x1 , y1 ), · · · , (xk , yk )},
XC ⊂ XL . Subset XC contains the k closest instances of XL to xj . The kNN
(knn)
classifier, then, produces an output ŷj
according to the following equation:
(knn)
ŷj


=

(c)

(c)

[0 1]T if max {ŷ21 , · · · , ŷ2k } = 1
[1 0]T otherwise

(26)
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Fig. 5 The Island Genetic Algorithm flowchart.

In other words, even if one of the closest neighbours describe a fall the j-th
frame, described by xj , corresponds to a fall incident.
(net)

(knn)

In case that FFNN output, ŷj
, and kNN classifier output, ŷj
, do
not agree an expert is summoned to classify the j-th frame in the fall/non-fall
category. When the entire set XU is labeled, the FFNN is retrained using the
entire X set.
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6.3 Classifier Data Creation
The creation of input data is based on the average calculation for each one of
the extracted features, see Section 5, over a time window of length m. Average
calculation operates as a smoothing filter that reduces the effect of noise and
errors during features approximation. In our case m is set to 5 frames (200ms).
This value, on the one hand, is sufficient for features smoothing, and on the
other, allows a successful description of a fall, which lasts 0.9 seconds [15], and
thus discriminate it than other activities.
Varying time window can increase misclassification error of falls to other
humans’ activities. Shorter time spans increase false positive rates, while longer
time windows increase false negative rates. The former case triggers multiple
alarms for the same actual incident, while simultaneously normal activities,
which are characterized by sudden changes in features values (e.g. bending),
cannot be also considered as falls. The latter case over smooths the values of
vertical motion velocity, width-height ratio and body orientation. Thus, it is
harder to find an appropriate threshold for discriminating fall incidents than
normal activities.
As input data, the average values over 5 frames of (i) the time derivative
of the angle that describes body orientation, (ii) the time derivative of person’s actual height that represents vertical motion velocity and (iii) the time
derivative of person’s projected width-height ratio, are used.
6.4 nLWS Initialization
Initially, the aforementioned calculated data are separated, unsupervised, in
two classes that represent falls and non-falls, using a combination of various
metrics on a k-means algorithm. The variation of metrics includes: (a) squared
Euclidean distance, (b) sum of absolute differences and (c) one minus the cosine of the included angle between data points. Then an assumption is made:
the fewer element class is considered as the fall class. This assumption is justified by the fact that fall incidents occur far less frequently than other ordinary
activities. A FFNN is topologically optimized using as inputs the previously
generated data.
Inputs of size 3x1 are used to produce corresponding outputs of size 2x1.
Output vector’s elements values are associated with the probability an event
to be a fall and non-fall. The event is classified according to the higher output
element’s value. High difference between output element’s values suggests a
robust performance and solid adaptation to falls and non-falls.
A plain weighted sum model (WSM) is used for the class definition of each
observation. Model has the following form:
X
yc =
wi yi
(27)
∀metric

where wi stands for the trade-off value for metric i. and yi is a 2 × 1 binary vector whose elements correspond to non-fall and fall classes and their
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values can be one or zero according to k-means clustering, based on metric i. Only a small portion of them is used to form the initial training set
XL = {(x1 , y1 ) · · · , (xl , yl )} for the nLWS.
The nLWS is then created based on labeled examples by using the island
GA. Once the operation is concluded, the fittest FFNN is evaluated and further
trained over the entire data set X = {XL , XU } as described in Sec. 6.2. It has
to be mentioned that initialization procedure takes place offline.

6.5 nLWS Operation
The operation of nLWS is based on a simple scheme. Inputs are provided for the
FFNN, if its output element that corresponds to the fall class presents higher
value than the element corresponds to the non-fall class, then a fall incident
occurred, or will occur, in the following 0.9 seconds, which, as mentioned
before, is the average duration of a fall incident.

7 Experimental Results
The proposed system works with a single monocular camera. Foreground extraction/background subtraction algorithms and feature extraction processes
are implemented in C++ and Python using OpenCV library and the semisupervised fall detection mechanism is done with Matlab. The system operates in real-time at 23fps for 640 × 480 frame dimension on an Intel DualCore
T4300 at 2.1 GHz by using, for image segmentation, ISL algorithm for indoor
environments and ASMM for outdoor. This selection is justified in subsection 7.2. By using these techniques, the fall detection algorithm detects over
90% of fall incidents while it preserves very low false positive rate, which is
not crucial when post verification video analysis is available. Its performance
and efficiency depends on the quality of extracted features, which inherently
depend on the foreground extraction efficiency and persons actual height approximation.

(a)

(b)

(c)

Fig. 6 Characteristics examples of the environment recorded along with the background
changes.
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7.1 Data Set Description
The evaluation of the system performance conducted using footage from a martial arts school in Chania, Greece. The code was implemented in OpenCV. The
system was tested in different cases, including camera position (meaning that
active cameras scenarios can be also supported), changes in the illumination
conditions, rapid and fluctuations in the background. We should mention that
the results in the martial arts school in Chania were focused on background,
where the sun light reflects on mirrors, making the illumination changes really
demanding. Furthermore, video background was changing dynamically. New
objects were appeared in the scene and existing objects changed position. Below are shown three pictures of background. Fig.(6) depicts some examples of
background changes. In Fig.(6a) the curtains are closed while in Fig.(6b) the
curtains are opened and in Fig.(6c) curtains are opened and one bench was
appeared in the scene.
Camera calibration approach, described in Sec. 5.2, is based on the detection of three finite vanishing points that correspond to three mutually orthogonal planes of the scene. Thus, the camera has to be placed in a way that
its plane is not parallel to any of the aforementioned planes. Furthermore, in
order to calculate 2D and 3D features (Sec. 5.1 and Sec. 5.2) for discriminating falls than normal activities, we mounted the camera so that frames’ x-axis
was almost parallel to the floor. In cases where frames’ x-axis is not parallel
to the floor, the floor plane has to be detected and an affine transformation
must be conducted to reverse rotation effects before the application of the

(a)
Fig. 7 Examples of different normal humans’ activities tested.
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proposed approach. However, computing such an affine transformation is out
of the scope of this paper.
Experimental process includes several actions such as (a) falls, (b) appearance/disappearance of objects, and (c) normal activities. Falls were made in
every direction according to the camera. This includes falls to the right, to
the left, with forward and backward motion in regard to the camera position.
In total, the dataset contains 50 fall incidents and many more normal activities. Several objects were used, such as benches and balls to simulate normal
activities, like sitting or playing with the ball, and falls, like falling from the
bench. Normal activities simulated during the experiment, included leaning
forward to tie the shoelace, laying down on the floor, sitting on the bench, sitting down on the floor. These normal activities may look like a fall, but they
are not a real fall, so they used to check false negative and positive rates and
consequently the performance of the system. Examples of normal activities are
shown in Fig.(7).

7.2 Foreground Extraction
During experimentation process three different background subtraction techniques were used: ISL algorithm, ASMM, nPBG. All these algorithm were compared to Gaussian Mixture Model (GMM) background subtraction in terms of
computational cost, precision and recall. GMM background subtraction technique is also implemented in C++ using OpenCV.
Image segmentation techniques performances, for foreground extraction,
are summarized in Fig.(8). Fig.(8a) shows the original captured frame and the
visual results of ISL, ASMM, nPBG and GMM are presented in Fig.(8b-e).
The first two columns present segmentation results for indoor environment,
columns 3 to 6 present segmentation results for two video sequences from

Fig. 8 (a) Original captured frame, (b) ISL performance, (c) ASMM performance, (d)
nPBG performance and (e) GMM performance.
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(a)

Model Performance

(b)

(c)
Fig. 9 Precision and Recall diagrams for (a) indoor-outdoor environments, (b) indoor environments and (c) outdoor environments.

VISOR (http://openvisor.com) and the last two columns present segmentation
results for a very challenging video sequence from SCOVIS.
As it is easy to be seen, for indoor environment, the ISL algorithm extracts
almost the “perfect” silhouette of foreground object and outperforms all other
algorithms, whose detection is characterized by many “holes” on the body of
foreground object. However, for outdoor environments ISL algorithm’s performance is very weak. This algorithm uses motion information in the scene to
extract the foreground and its weak performance is justified by the fact that
outdoor environments are characterized by high background motion. For outdoor environments visual results suggest that ASMM and nPGB algorithms
perform better.
However, visual results are not sufficient to compare algorithms’ performance. For this reason, we quantified performances’ results in terms of precision and recall and computational cost. For precision and recall computation,
background algorithm results were compared to a foreground mask, which was
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Fig. 10 Computational cost of ISL, ASMM and GMM. Computational cost of nPBG is
not presented as it depends on the area of the foreground object. nPBG presents average
cost 70ms for 1000 pixels foreground.

labeled by a human user, was used as the reference silhouette of foreground
object.
A precision recall diagram is presented in Fig.(9a), for indoor-outdoor environments performance. ISL, ASMM and nPBG algorithms performs quite
well with precision rate over 63% and recall rate over 70%. In order to select
the more robust algorithm for our system, we have to examine precision recall
diagrams for indoor, Fig.(9b), and outdoor, Fig.(9c), environments separately.
For indoor environment ISL algorithm outperforms all other algorithms with
precision rate 95% and recall rate 94%, while for outdoor environments ASMM
presents the best performance with precision rate 61% and recall rate 78%.
nPGB algorithm’s performance is presented to be independent to operation
environment.
Besides algorithms’ precision and recall, another requirement is the proposed fall detection system to be capable to operate in real-time. So, an important factor for the selection of appropriate segmentation techniques is their
computational cost per frame Fig.(10). Computational cost of nPBG is not
presented in the diagram, as its cost is depended on the size of the area of foreground object. This algorithm presents average cost of 70ms for 1000 pixels
area of foreground and thus is not suitable for real-time operation (25fps). ISL
algorithm requires 27ms to process each frame and ASMM time requirements
vary from 18ms to 29ms depending on the number of Student’s-t mixtures.
Both these algorithms can operate in real-time.
The aforementioned analysis suggests to use ISL for indoor environments
in order to exploit its high precision and recall rates and ASMM for outdoor
environments as it outperforms all other algorithms. The following feature
extraction process is based on the aforementioned setting (ISL for indoor environments and ASMM for outdoor environments).
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Fig. 11 Actual height approximation RMSE in regard to κ variable.

Fig. 12 Actual height approximation for 1000 frames.

Fig. 13 Features derivatives: changes over time.

7.3 Features for Fall Detection
As mentioned in Sec.5, the features that are used to discriminate fall incidents
than other ordinary activities are vertical motion velocity, based on actual
person’s height, person’s projected width-height ratio and body orientation.
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Firstly, we will present person’s actual height approximation and then we will
show how this features change during a fall incident.
To approximate person’s actual height we used Eq(23) with an extra constraint, which reduces wrong estimations when a fall incident occurs and height
is significantly changing. According to this constraint, the height h(i) is being
updated only if its absolute difference from h(i − 1) is smaller than a predefined threshold (in our case 30cm). Diagram in Fig.(11) shows Root Mean
Square Error (RMSE) during person’s actual height approximation for different values of variable. As this figure shows, the system yields the more robust
performance when variable is set to 0.8 with RMSE equal to 4.27%. During
experiments the person was 193cm tall, so this RMSE corresponds to 8.2cm.
This approximation error caused by the human motion and small errors
during foreground extraction and perspective transformations. However, this
error is very small and doesn’t affect the performance of the system. Approximation of actual person’s height is presented in Fig.(12). The horizontal dotted
line represents the actual person’s height, while the continuous line represents
the approximation of its height.
In Fig.(13) time derivatives of features’ values are presented. During these
frames two fall incidents occurred; one at frame 40 and another one at frame
132. It is easy to be seen that during a fall incident these features present
strong time derivatives, which are sufficient to discriminate falls. Instead of
following a heuristic or trial-and-error approach for defining thresholds for
these derivatives in order to identify falls, we used a semi-supervised learning
algorithm.

7.4 Semi-Supervised Learning Fall Detection Algorithm
During the experimentation process on person simulated falls in every direction
according to the camera position, Fig.(14a), and normal every day activities,
that may look like falls but they are not real falls, Fig.(14b). The fall detection algorithm was tested in dynamically changing visual conditions, including
illumination changes, cluttered background and occlusions
In-sample and out-of-sample algorithm’s performance is presented in Fig.(15),
while the overall performance of fall detection scheme is presented in Table 2.
Results of Fig.(15) correspond to a video sequence of 1000 frames that contain
19 fall incidents. Since most of the time the actor was walking or standing,
we keep few characteristic keyframes of the original footage for visualization
purposes. Its performance is affected by the quality of extracted features and
subsequently by foreground extraction. For this reason, our system presents
more robust performance for indoor environments. However, it should be mentioned that its performance is not affected by humans’ height, because the
threshold for discriminating fall incidents than normal activities, is estimated
through a learning procedure and, thus, is adapted to individual’s height. In
addition, the impact of occlusions is being reduced as camera’s height is being
increased.
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(a)

(b)
Fig. 14 Simulated activities during experimentation process (a) Falls, (b) normal activities.

Table 2 Proposed System’s Overall Performance.

Table 3 Total false positive rate divided in regard to human activities
Activity
Lie down
Sit on the floor
Other

False Positive
62.5%
25%
12.5%

Finally, in Table 3 false positive rates are presented with regard to different
activities. The biggest false positive rate is presented when the human lies on
the floor, however, this activity cannot be thought as ”normal”. False positive
rates, associated with the ”lying on the floor” activity, can decrease by relaxing
vertical velocity threshold, used to discriminate fall incidents than normal
activities. Relaxing this threshold, however, can increase false negative rates,
which are of a primary concern for a fall detection system.
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(a)

(b)
Fig. 15 (a) In-sample performance - unsupervised and semi-supervised training results and
(b) out-of-sample performance.

8 Conclusions
This paper presents a fall detection scheme that uses a single low-cost monocular camera. Through camera self-calibration and perspective transformations,
our system is capable to exploit 3D measures to increase its robustness. It
operates in real-time and is capable to detect over 90% of fall incidents in
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complex and dynamically changing visual conditions, while it presents very
low false positive rate. Its low computational cost and memory requirements
making it suitable for large scale implementations, let alone its low financial
cost since simple low resolution cameras are used, making it affordable for a
large scale.
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